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Abstract Vulnerability assessment and intrusion detection have been well-established 

practices in the security industry and compose a vital part of virtually any modern security 

standard. Nevertheless, since these two practices have been developed in parallel, security 

experts have no formal means to correlate the security knowledge produced and maintained by 

these practices as well as to compare this information to real world attacking scenarios. In this 

paper, we formally re-address the relationships between vulnerabilities, exploits and intrusion 

detection signatures through the examination, , analysis and correlation of  the security infor-

mation contained in them. We then propose the Incident Response Intelligence System (IRIS) 

that models the context of discovered vulnerabilities, calculates their significance, finds and 

analyzes potential exploit code and defines the necessary intrusion detection signatures that 

combat possible attacks, using standardized techniques. The IRIS architecture and operations 

as well as implementation issues are presented. Finally, we present detailed evaluation results 

obtained from real-world application scenarios, including a survey of the users’ experience, to 

highlight the  contribution of IRIS in the theory and practice of  incident response. 

1.  Introduction 

A weakness in a system, whether in software, hardware, or firmware, that al-

lows an attacker to violate the integrity, the confidentiality, the access control, 

the availability, the consistency, the audit mechanism of the system, the applica-

tions it hosts as well as the data it manages is described by the term vulnerability. 

A more formal definition states that “a vulnerability is not lack or want, but de-

fenselessness, insecurity, and exposure to risk, shocks and stress” (Chambers, 

2006).  There have been important attempts to measure and/or estimate the 

importance and magnitude of a vulnerability, like those described in (Hansman & 

Hunt, 2005), (Killourhy, 2004) or (Kim, et. al, 2008), which concluded that the 
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actual significance of each vulnerability can be estimated only in the context of 

the information environment this particular vulnerability resides within.  

 

For example, a system offering HTTP, FTP and SMTP services may be subject 

to a number of vulnerabilities that could allow for remote code execution. In the 

case where this system is protected by a properly configured firewall if every-

thing but the HTTP traffic has been blocked, the vulnerabilities on SMTP and FTP 

protocols have an entirely different security significance; the existence of this 

firewall mechanism allows us to positively assume that both SMTP and FTP ser-

vices cannot be remotely exploited, since no traffic is permitted for SMTP and 

FTP communications. However, the use of a security mechanism (such as a fire-

wall) does not imply that the risk is eliminated. A notable example is the attacks 

destined to Web-based applications, such as Cross Site Scripting and SQL Injec-

tion (SANS, 2009). In these attacks, a malicious user can access backend systems 

(such as application and database servers usually residing inside the network 

perimeter defined by the firewall) by crafting an attack on the HTTP protocol 

(usually permitted by most firewalls) (Kieyzun, 2009).   

 

The systematic examination of a system to identify the infrastructure or re-

lated components that may be at risk from attacks and the determination of ap-

propriate procedures that can be implemented to reduce this level of risk is 

known as vulnerability assessment (VA). VA is the process through which vul-

nerabilities are discovered and (in some cases treated) at operating system, net-

work and application level within a given infrastructure. However, it is not only 

an exploit that could realize a particular vulnerability and the possible security 

countermeasures that are trying to prevent this from happening; it is also the 

combination of various vulnerabilities that form attack paths, especially in multi-

staged and blended attacks.  

 

Topological Vulnerability Analysis (TVA), as defined in (Jajodia and Noel, 

2009), is the process that analyzes vulnerability dependencies and produces all 

the possible attack paths in a network. An attack path is defined as the exploita-

tion of one or more vulnerabilities in a predefined order, i.e. the road an attacker 

follows to reach high-level security objectives by using low-level attacking tech-

niques. For example, in the last years, the blended attacks concurrently exploit a 

combination of two, three or perhaps more vulnerabilities that may exist in a 

networked environment with a predefined order (Chien, 2002), (Conklin, 2008), 

forming different attack paths. Until recently, most of the commercial or open-

source automated vulnerability scanners that are used in the industry lacked the 

ability to examine the interdependency of a series of vulnerabilities and the abil-
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ity to provide a cross-reference of known vulnerabilities to known exploits, and 

the ability to cooperate with security monitoring/response policies (Debar, 

2007). Recent advances in a very limited set of commercial automated VA tools 

include links to exploit code of a discovered vulnerability. However, none of these 

tools, at least up to now, correlate vulnerabilities with exploit code, or provide Intru-

sion Detection and Prevention (IDP) signatures required to detect and/or block those 

threats. The latter still remains a human-oriented task, usually performed by high-

skilled security analysts. 

 

On the other hand, exploits (or exploit patterns) are known to IDP systems 

that make use of signatures. Signatures combat known-attacks using   statistical 

and/or behavioral analysis, which make them capable of detecting slight varia-

tions of known-attacks as well (also referred to as unknown attacks in the secu-

rity industry). In most cases, an IDP signature includes the exact piece of code of 

an exploit, or a pattern of this exploit. This code (or most commonly a hash of it) 

is compared by the IDP system against the payload of every packet in transit 

within the policy domain this signature is effective. When a certain threshold of 

similarity (according to what the particular security policy indicates) is reached, 

an alarm is triggered. Using these techniques IDP systems can detect violations of 

a system’s security policy (Srilatha, 2004). Moreover, IDP systems can also verify, 

itemize, and characterize threats from both outside and inside a corporate net-

work, assisting in the decision making process of allocating computer security 

resources (Scarfone & Mell, 2008). Nevertheless, IDP are known to suffer from 

large false positive ratios that, if not treated accordingly by continuous fine-

tuning procedures, may turn these systems to produce useless security informa-

tion, also known as security noise (Aberdeen, 2003), (Mitropoulos, et. Al., 2007), 

(Tian et. al, 2008). 

2. Overview 

In this paper, we propose the Incident Response Intelligence System (IRIS) 

that works towards the elimination of the gap between automatic vulnerability 

identification, exploit verification and intrusion detection (Jajodia and Noel, 

2009). IRIS is a security management system that correlates vulnerability, exploit 

and IDP information in real time, leveraging the policy effectiveness of VA tools 

and IDP systems since it reduces false negatives and false positives, respectively. 

Beyond this, the IRIS operations can provide the Incident Response (IR) special-

ists with more accurate information regarding the scope and magnitude of an 

attack, by significantly reducing the volume of data that need to be examined by 

security experts in order to reach more rapid and concrete conclusions (Adel-
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stein, 2006), as well as by providing a numerical value on an attack’s significance 

and impact. Finally, IRIS can contribute towards the automatic creation of IDP 

policies.  

 

We present IRIS through the formal definition of attack and response paths in 

the context of topological vulnerability analysis (TVA) (Jajodia, et. al., 2006). We 

then introduce the basic operations of IRIS by presenting its workflow of opera-

tion. IRIS automatically correlates vulnerability, exploit, and intrusion detection 

information, thus constructing attack and response paths. A response path con-

tains the appropriate policy definitions to IDP systems. We also discuss the bene-

fits of IRIS on incident response and digital forensics.  

 

A detailed discussion of the architectural and implementation issues ad-

dressed in the development of the current version of IRIS is provided.  The sys-

tem modules, along with the interrelationships between these modules, the func-

tions every module contributes to the overall operation, as well as the limitations 

of the current version are given. Moreover, the operation of IRIS is presented 

through a case study. Finally, the use of IRIS is evaluated through a user survey. 

3.   Related Work 

 

Templeton and Levitt describe a flexible extensible model for computer at-

tacks, including a language for specifying this model, along with proposing appli-

cations of this model in vulnerability analysis and intrusion detection (Temple-

ton, 2000). Sheyner et. al. provide  a tool for the assessment of security attributes 

and vulnerabilities in computer networks which also correlates attack graphs 

with the most exploitable components of the system configuration (Sheyner, 

2002). Swiler et.al   also provide a tool that generates and analyzes attack path 

information based upon symbolic model checking algorithms (Swiler, 2001). 

Ammann, et. al. provide a more compact and scalable representation of attack 

graphs, relying on an explicit assumption of monotonicity, which, in essence, 

states that the precondition of a given exploit is never invalidated by the success-

ful application of another exploit (Ammann, 2002). This approach focuses on 

chaining together the vulnerabilities uncovered by VA tools in order to reveal 

end-to-end attack scenarios.  

 

The works discussed above primarily focus on modeling network and com-

puter-based attacks and on producing attack paths and/or graphs rather than on 

providing a system that uses this information in order to implement matching 
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scenarios with intrusion detection policies. A series of works have recently at-

tempted to address the latter.  

 

For example, Gula has illustrated a number of scenarios that could be used in 

correlating intrusion detection logs with vulnerability information (Gula, 2009). 

This approach aims to reduce the false positive information provided by the IDP, 

but lacks “filtering” mechanisms on the information used as input in the VA tools 

and in the IDP systems (i.e. topological information), as well as it lacks the use of 

exploit information. Ning and Xu have presented techniques to automatically 

learn attack strategies from correlated intrusion alerts by a model that repre-

sents an attack strategy as a graph of attacks with constraints on the attack at-

tributes and as a temporal order among these attacks (Ning, 2003). This work 

presents a methodology to correlate intrusion detection information with static 

VA input, without modeling network security conditions and exploits or analyz-

ing the exploit sequences (attack paths) that lead to specific attack goals. The 

latter is described by Jajodia, et. al. in (Jajodia et. al, 2006), where the relation-

ships of vulnerabilities and exploits with IDP signatures are not given specific 

consideration.  

 

Papadaki and Furnel (Papadaki, 2006), have proposed an architecture of a 

flexible and intelligent automated response system that is able to adapt response 

decisions based on the context of a detected incident. Response decisions are 

based on expert knowledge, but no vulnerability and signature correlation is 

included in the approach.   

 

Debar et. al., (Debar, 2007) propose an architecture that allows the dynamic 

and automatic deployment of a generic security policy in specific policy instances 

by taking into account the threat level that has been identified by the available 

IDP. 

 

Finally, O’Hare, et. al. developed a visualization tool for topological vulnerabil-

ity analysis (O'Hare, Noel, & Prole, 2008), which is based on a database of known 

vulnerabilities and exploits. The tool represents, in a graph form, the possible 

attack combinations on a predefined networked infrastructure. This system does 

not include, though, intrusion detection data. 

4. Defining Topological Security Information 

 

A vulnerability is a potential hazard that may exist in nearly every piece of 

software. There have been a number of research efforts that try to classify or 
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model vulnerabilities, such as (Killourhy, 2004) and (Hansman & Hunt, 2005), 

but to the best of our knowledge no formal or standard method exists today. 

Moreover, the vulnerability reporting community has not yet defined a standard-

ized language to describe vulnerability semantics even though there exist inter-

esting approaches, like (Jajodia, et. al., 2006), (Yegneswaran, et. al., 2005),  

(Brumley, et. al, 2006) and  (Brumley et. al., 2007).  

 

On the other hand, the security community provides a large set of reference 

vulnerability lists like CERT/CC (US-CERT, 2009), Mitre’s Corporation CVE  

(MITRE, 2009), Security Focus and Bugtraq  (SecurityFocus, 2009), (BugTraq, 

2009), and major vendors like Microsoft and Cisco maintain and publish their 

own vulnerability data  (Microsoft, 2009),  (Cisco, 2009). Moreover, various Inci-

dent Response Teams and Analysis Centers around the world provide their own 

vulnerability information. Nevertheless, there is a debate regarding the unique-

ness of the information they provide (Schultz, 2004). Most open-source and 

commercial VA products like Nessus (Tenable, 2009), Foundstone (McAfee, 

2009), and ISS (IBM, 2009) either provide some sort of proprietary vulnerability 

description or point to some of the aforementioned lists. For the rest of our dis-

cussion, Mitre Corporation’s CVE reference list will be used as a de-facto stan-

dard, following the wide adoption this list has gained by the security research 

community during the last years.  

 

A piece of code that realizes the existence of a particular vulnerability and 

takes some action is called an exploit. An attack path can be seen as the series of 

consecutive vulnerability exploits that allow an attacker to reach his objectives.  

 

We formally define an attack path ai as the unique sequence of successful vul-

nerability exploits1, that is ai = {(el|vm), …,(ej|vk)}, ∀ a∈A,∀ e∈E, ∀ v∈  V, i, j, k, 

l, m, n ∈  N, where A is the set of attack paths ai, E is the set of exploits ej and V is 

the set of vulnerabilities vk.  

                                                           
1 We assume that an attack path is formed only when vulnerabilities are successfully exploited in a certain 

order. For simplicity and without loss of generality, we may assume that a different order may not result 

in the same attack path, if it even results to any attack path at all. The proof of this concept, though, is 

beyond the scope of this paper. 
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Fig. 1 – A sample attack path (a1) and the related vulnerabilities (vk) & exploits 

(ej) 

Every exploit corresponds to one or more vulnerabilities and one vulnerability 

can be realized by more than one exploits (i.e. there exists a many-to-many rela-

tionship between vulnerabilities and exploits). Fig. 1 illustrates an example at-

tack path, including the relationships between vk and ej, where the dependency of 

e1, e2, ..,ej with v1, v2, v3, .., vk is depicted. In this example, v1 can be exploited by e1,  

v2 by e1 and ej, v3 by e2 and ej, while vk can be realized by e2 and ej. Therefore, the 

attack path a1 is the series of vk exploited by an attacker using ej. For more com-

plicated attack scenarios, the attack path is expected to be significantly more 

complex. For a more coherent attack path presentation, the reader is referred to 

(Krasser, 2005). 

 

Information regarding exploits can be found either directly in a large number 

of underground web sources (for similar purposes) or indirectly, as part of a 

security application, like in signatures in antivirus programs or in IDP systems.  

Topological vulnerability analysis (Jajodia and Noel, 2009), via the construc-

tion of the associated attack paths, is of major importance when the correspond-

ing response paths can be also dynamically constructed. We define a response 

path as the set of IDP signatures that comprise the IDP policy for a particular 

attack path. Formally, the response path ri that corresponds to attack path ai, is 

defined as ri = {(ek | sk),..,(ei | si), ∀ ri∈R, ∀ ai∈A, ∀ si∈S, ∀ i, k ∈N, where R is 

the set of response paths ri and S is the set of IDP signatures si. 
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Typically, signatures s1, s2 that correspond to exploits e1, e2,...,ej (therefore pre-

venting the realization of vulnerabilities v1, v2, v3, vk) form the response path de-

picted as r1 in Fig. 2. 

 

Fig. 2 – A sample response path (r1) 

 

5. The Incident Response Intelligence System 

5.1  Introduction 

The Incident Response Intelligence System (IRIS) is a security management 

system, with applications to network vulnerability analysis, incident response 

and the tuning of intrusion detection systems. The system collects security in-

formation related to vulnerabilities, exploits and IDP signatures from a large 

number of sources (Web, mailing lists, hacking websites, security systems, vul-

nerability scanning reports etc.) and stores them in a number of local databases. 

This vulnerability information is then normalized (i.e. redundant data are de-

duplicated) and correlated with relative exploit code and IDP signatures. When 

IRIS parses a report from a VA tool, it can construct the attack and response 

paths for the identified vulnerabilities using TVA techniques (Jajodia and Noel, 

2009), score every identified vulnerability using CVSSv2 (Mell, et. al. 2006) and 

provide the IDP signature(s) required to combat this particular attack. 
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The system can be either used as a proactive security mechanism (i.e. during 

the vulnerability analysis of a network infrastructure) or as a response security 

mechanism (i.e. when an attack is in progress), as described in Section 4.3. More-

over, as shown in Section 5, the system can be used for efficiently and effectively 

tuning the IDP systems according to the unique security requirements of the 

network infrastructure. 

 

In the following section, we present the system architecture as well as the se-

curity services the system provides. 

 

5.2 System Architecture and Operations  

An overview of the IRIS modules is presented in Fig. 3, while the system mod-

ules and operations are analyzed in the following sections. 

 

Fig. 3 – An Overview of IRIS modules 
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5.2.1 Collection of security information  

The system collects and stores well-documented vulnerability information 

from a large number of sources. We use the Mitre Corporation’s Common Vulner-

abilities and Exposures (CVE) list as a primary source for vulnerabilities. Other 

recognized lists, including vulnerability lists maintained by major vendors (e.g. 

Microsoft, Cisco Systems, Check Point Software Technologies, etc), analysis and 

response centers (i.e. US CERT, FIRST, etc) and/or independent security re-

searchers are also consulted. These information sources are frequently main-

tained and updated by their respected owners.  IRIS frequently updates its vul-

nerability database accordingly.  

 

Information related to exploits (and actual exploit code) can be obtained from 

hacking websites, from alternative sources (such as security tools) as well as 

from specific mailing lists. Although IRIS does not rely on the validity or the accu-

racy of this information (since hacking websites provide “volatile” information 

for a limited period of time), this information is useful for further vulnerability 

analysis as well as for vulnerability scoring (described in following section).  

 

Information related to IDP signatures can be obtained from IDP systems, IDP 

vendor websites, associated mailing lists as well as the open source research 

community. 

 

By the time of this writing, IRIS collects information (through the Vulnerability 

Gathering Module - VGM) from 18 vendor websites, 12 coordination centers and 

12 independent lists, therefore maintaining more than 33,000 vulnerabilities in 

the Vulnerability Information Base (VIB). The Signature Gathering Module (SGM) 

collects information from 2 IDP systems, maintaining more than 16,000 different 

IDP signatures in the Signature Information Base (SIB). The Exploit Gathering 

Module (EGM) is gathering information from 3 different sources, maintaining 

more than 2,000 exploits in the Exploit Information Base (EIB). These numbers 

increase frequently, through the updating of the respective databases. 

 

In IRIS, these operations are performed by a large set of processes and their 

corresponding modules. The vulnerability gathering process from various 

sources (e.g. the Web, mailing lists and VA tools) is performed by VGM, while the 

secure storage process to the VIB is performed by the Vulnerability Storage Mod-

ule (VSTM). The exploit information gathering process, from various sources, is 

performed by EGM, while the secure storage process to the EIB is performed by 

Exploit Storage Module (ESTM). Finally, the signature gathering process from the 
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IDP signature database is performed by SGM, while the secure storage process to 

the SIB is performed by the Signature Storage Module (SSM). 

 

5.2.2 Normalization and correlation of security information 

The normalization and the correlation of the collected vulnerability informa-

tion is of major significance, since the security community describes a particular 

vulnerability in many different ways and various conventional names. For exam-

ple, the vulnerability described as 2000-0246 by the CVE list is described as 

MS00-019 by Microsoft, while the CVE-2003-0100 vulnerability corresponds to 

what is described as 20030507 by Cisco Systems. IRIS also provides a hyperlink 

to the aforementioned sources, mainly for on-demand real-time validation of the 

IRIS local databases with the information provided by the information sources. 

The CVE identifier is used as a “primary” key for all the vulnerabilities that are 

maintained in the system databases.  

In IRIS, these operations are performed by the following processes and corre-

sponding modules:  

• the vulnerability correlation process performed by the Vulnerability Cor-

relation Module (VCM),  

• the correlation of exploits to vulnerability identifiers is performed by the 

Vulnerability Exploit Correlation Module (VECM), 

• the correlation of signature information to exploits is performed by the 

Signature Exploit Correlation Module (SECM). 

The correlation modules (VCM, VECM, SECM) are parts of the system’s correla-

tion engine. This engine expands the topological vulnerability analysis presented 

in the previous sections, by providing a full correlation between all attack com-

ponents, i.e. the vulnerabilities, the exploits that can potentially realize these 

vulnerabilities and the associated countermeasures (IDP signatures) that prevent 

this from happening. This is achieved not only through the construction of the 

attack path that describes the steps of an attack but also through the construction 

of the response path that describes the associated responses.  

5.2.3 Vulnerability Scoring 

The system calculates the significance of all the vulnerabilities stored and 

maintained in the IRIS databases.. The objective is to provide an initial metric for 
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the significance of a particular vulnerability, in order to facilitate appropriate and 

timely response.  Vulnerability scoring is a non-trivial task since it is heavily de-

pendent on the security context this vulnerability has been discovered. In other 

words, vulnerability scoring is calculated using base, temporal and environ-

mental metrics, through an open and easily understandable method. For these 

reasons, IRIS uses the National Infrastructure Advisory Council’s CVSSv2 system, 

which is supported by major organizations and internet vendors, like CERT/CC, 

Cisco Systems, Department of Homeland Security, MITRE Corporation, eBay, IBM 

Internet Security Systems, Microsoft, Qualys, Symantec and others. CVSS is cur-

rently maintained by the Forum of Incident Response Teams (FIRST, 2007).  

 

The base metrics describe the native vulnerability characteristics that do not 

change over time, such as the access complexity, the authentication levels, the 

impact on confidentiality/integrity/availability, etc. The temporal metrics de-

scribe the vulnerability characteristics that change during the vulnerability life-

cycle, such as the exploitability, the remediation level and the report confidence. 

Finally, the environmental metrics describe the characteristics of a vulnerabil-

ity that are affected by the environment a vulnerability resides, such as the col-

lateral damage potential and the target distribution as well as the confidentiality, 

integrity and availability requirements of this particular environment. CVSSv2 

uses a set of predefined values for these characteristics, while the calculation of 

the base, temporal and environmental vulnerability score is the result of an ex-

tremely complex operation. The overall vulnerability score is the environmental 

score, when such information is provided. When this is not the case, the overall 

vulnerability score is the temporal score, when such information is provided. 

Finally, if neither environmental nor temporal metrics are provided, the overall 

vulnerability score is the base score of a vulnerability (the latter is provided by 

some automated VA tools). IRIS automatically expands this capability by auto-

matically calculating the base and temporal scores using the correlated informa-

tion maintained in the system databases, while providing an interface to the end 

user to provide the environmental metrics (where necessary). This human inter-

action with the system, through the provision of the environmental metrics, pro-

vides the overall vulnerability score.  

In IRIS, these operations are performed by the Vulnerability Scoring Module 

(VSM).  
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Fig. 4 – Correlated vulnerability information and vulnerability scoring in IRIS 

Fig. 4 presents a snapshot of the system’s capabilities to collect, normalize and 

correlate security information, including the scoring of a particular vulnerability. 

In brief, section “Host identified” presents the lists of hosts and the correspond-

ing vulnerabilities(after automatically parsing a VA report) (Tenable, 2009). 

  

Moreover, by clicking on a particular vulnerability, the IRIS administrator can 

find the associated exploits (“Exploit Information” section) as well as the appli-

cable signatures for this particular vulnerability (“Applicable Signatures” sec-

tion). In this example, the Snort signatures were used as IDP identifiers. More-

over, the system provides a direct link to the actual exploit and the IDP signature 

code.  

 

Finally, the “Vulnerability Information” section presents a series of various 

vulnerability information indices (such as CVE ID, severity, status, date of publi-

cation, date of last modification, etc.) as well as the overall CVSSv2 score, based 

on the base and temporal metrics. The temporal metrics automatically provide 
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the overall vulnerability score. In other words, IRIS automatically uses the nor-

malized and correlated information related to this particular vulnerability to 

calculate the base and temporal score, in order to provide the system administra-

tor with an initial estimation of the severity and magnitude of the vulnerability. 

Moreover, the system also provides the IRIS administrator with an assessment of 

the environmental metrics, to facilitate the estimation of the potential damage. 

Through this process, the overall significance of a vulnerability is calculated us-

ing a combination of automatic system functions, while can be verified, for a par-

ticular infrastructure, by the IRIS administrator, using simple risk-analysis func-

tions. 

 

5.2.4 Construction of attack and response paths 

 

When the VA report has been successfully parsed by the system, the correla-

tion engine assumes the responsibility to correlate the information stored in all 

the databases (SIB, EIG and VIB) and to provide a mapping between vulnerabili-

ties, exploits and IDP signatures. This output includes not only the relationship 

between vulnerabilities and exploits, but also the relationship of IDP signatures 

with exploits and, in turn, with vulnerabilities. The latter is depicted in Fig. 5, 

which provides a snapshot of the IRIS ability to construct and associate attack 

and response paths.  

 

The main objective of this process is to enhance the Topological Vulnerability 

Analysis (TVA) by providing a complete mapping between vulnerabilities, ex-

ploits and signatures that should describe not only the attack path an attacker 

can use (by exploiting a series of vulnerabilities that are present in different sys-

tem boundaries, i.e. in  the perimeter and in the internal systems) but also a re-

sponse path that should describe the corresponding response policies that have 

to be enforced in order to detect -and perhaps block- these actions.  

A response path (ri), as described before, contains the necessary IDP signa-

tures that correspond to an attack path (ai). It is expected that for every ai at least 

one IDP signature will be used. In simple cases, one can positively assume that a 

single signature combating a particular exploit on the attack sequence could ef-

fectively terminate this attack (since the attack cannot be continued from this 

point onwards). Although this could be a highly possible scenario, the generaliza-

tion of this concept cannot be effectively applied to multistage and blended at-

tacks, where the exploitation of a particular vulnerability in an attack path initi-

ates subsequent attack paths (Mathew, et. al. 2005).  
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It is expected that a 1-1 relationship should exist between attack and response 

paths, and an entire attack path should correspond to a number of different IDP 

signatures that address it, as shown in Fig. 5. The set of IDP signatures (si) used 

for the construction of ri is the IDP policy for this attack scenario (ai). 

 

Fig. 5 presents the attack and response paths for the vulnerabilities discovered 

in a predefined set of hosts. The “CVE Number” column lists all the vulnerabilities 

identified for this particular network infrastructure. The “Attack Path” column 

presents the successful exploitation (i.e. privilege escalation, system access, etc.) 

of these vulnerabilities with a predefined order. The “Response Path” column 

presents the associated response path (the set of IDP signature identifiers). 

 

 

Fig. 5 – Construction of attack and response paths 

5.2.5 Policy Enforcement and IDP Re-configuration 

The Policy Enforcement Module (PEM) is responsible for analyzing the set of 

signatures an IDP policy is using, along with the structuring and enforcing poli-

cies after the attack and response paths have been identified, thus optimizing the 

IDP configuration.  

 

PEM identifies and selects the minimal set of signatures (from the signature 

database of the IDP) that are needed to detect and/or prevent a specific attack 

path. Currently, the activation of this minimal set of signatures on the IDP system 

is performed manually, since the automatic activation of IDP signatures (espe-

cially to block traffic) has to be done with great confidence to avoid blocking 

legitimate traffic. We are currently working on automating this process for spe-

cific IDP systems. 
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This feature allows for interesting configuration scenarios in IDP systems, es-

pecially during times where prompt responses are required (or changes to the 

IDP policy are necessary) when an attack not addressed by the IDP is in progress.  

 

5.3 The Use of IRIS in Incident Response 

IRIS can be effectively used in corporate incident response programs, since the 

main services of the system are the collection, normalization and correlation of 

security information related to an incident’s lifecycle. In this context, IRIS can be 

used as a reference system where information regarding the risk analysis of an 

incident and the associated responses are required.  

 

Many modern corporate incident response methodologies are comprised of six 

distinct phases, referred to as preparation, identification, containment, eradica-

tion, recovery and follow-up, (NIST, 2004), (Mitropoulos, et. al. 2006). The use of 

IRIS during the preparation phase can assist system administrators in tuning 

their VA tools and IDP systems so that false negatives and false positives are 

minimized. During the identification phase, the IRIS administrator can refer to 

the system in order to find information related to the root cause of an attack (i.e. 

the unadressed by the IDP systems vulnerabilities that were exploited), using 

information contained in VIB, EIB and SIB. Moreover, he or she can estimate the 

magnitude and the severity of this incident by invoking the vulnerability scoring 

funtionality provided by the tool, verify the actual situation (i.e. confirmed 

vulnerability, proof of exploit, use of IDP singatures, etc.) and interact with the 

system in order to provide the environmental factors (in a risk assessment 

manner) to calculate the overall score.  

 

The latter is of crucial significance, since most of the response actions are 

driven by the conclusions derived during the identification phase. Moreover, 

during the containment and eradication phase of a security incident, the IRIS 

administrators can quantify the effectiveness of the IDP systems policy by 

analyzing attack and response paths. In brief, the IRIS administrator can use the 

response path which contains the entire set of IDP signatures needed to combat a 

particular attack.  

 

For the recovery and follow-up phase, IRIS can provide correlated information 

that can be used for the documentation of the attack characteristics, including the 

significance and the magnitude of this specific incident, the IDP signatures acti-

vated, etc.  
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5.4 Limitations 

IRIS is a management tool that does not intend to replace VA and IDP func-

tionalities. On the contrary, the system’s functionality is affected by the effective-

ness of these mechanisms (VA and IDP). For example, in case an IDP system’s 

signature database has not been updated for a long time, IRIS is unlikely to pro-

vide any response paths for vulnerabilities related to these particular signatures. 

Although there is no deterministic way to bypass this obstacle, we are working 

on developing information freshness and liveness mechanisms that could poten-

tially feed our system with the missing data. Moreover, we are also working in 

integrating our system with automated signature generation mechanisms, as 

those described in (Newsome & Song, 2005), (Brumley, et. al., 2006) and (Cui, et. 

al., 2007).  

 

IRIS can construct attack and response paths using the CVE identifier of vul-

nerabilities as a primary key. In case of an unknown (or undocumented) vulner-

ability in terms of the CVE list, our system cannot provide any kind of useful in-

formation. However, taking into account the rather vast adoption of the CVE list 

from both the security industry and the community, this specific issue does not 

pose a significant threat to our system, at least for known vulnerabilities.  

 

6. System Evaluation and Results 

We evaluated IRIS using a series of experimental and real world data. In the 

latter case, we tested and evaluated IRIS against an Internet infrastructure (a 

total of 4 hosts), a server infrastructure (a total of 22 hosts) and a subset of the 

desktop infrastructure (a total of 18 hosts) of a major private Greek Bank. 
 

We used the existing IDP configuration of this particular infrastructure, enu-

merating and documenting the number of different IDP signatures that were used 

before the use of IRIS. Then, we performed three VA scans in three different sub-

nets (using Nessus), and imported the scan report in IRIS, which calculated a new 

set of signatures, as depicted in Table 1, using the Topological Vulnerability 

Analysis functions we described in Section 5.2). Finally, we activated the new set 

of signatures in those subnets and re-scanned the infrastructure, cross-

correlating our attained results with the traffic detected by the IDP systems and 

the alerts created. 
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6.1 Real World Results 

 

Before evaluating IRIS, the Bank’s administrators identified the absolute min-

imum of networking protocols and services offered by every one of the aforemen-

tioned systems and fine-tuned their IDP systems by activating the entire set of 

(Snort IDP) signatures for these services. Without deactivating any security me-

chanism in place, we scanned every distinct subnet (internet, server and desktop 

respectively) using the most-updated version of Nessus. For every subnet 

scanned for vulnerabilities, we tuned Nessus accordingly, using a combination of 

policies, credentials, plugins and settings to make the scan as accurate as possible, and 

to eliminate unnecessary and unsafe checks. We deliberately omitted from our 

scanning procedure all the vulnerabilities related to the host operating system (in 

particular those addressed by host-based IDP systems, since Snort is a network-

based IDP system and cannot detect such malicious traffic).  

 

The objective was to identify all the possible attack paths for malicious traffic 

in every subnet and to construct the corresponding response paths, and subse-

quently to compare the number of the necessary IDP signatures provided by IRIS 

to the number of IDP signatures used by the Bank. 

Table 1 – Real World Results 

Subnet 

Name 

Number 

of Hosts 

Number of 

Offered 

Services 

Number of 

IDP signa-

tures (before 

IRIS) 

Number of 

IDP signa-

tures (after 

IRIS) 

Percentage of 

the initial sig-

natures (after 

IRIS) 

Inter-

net 

4 6 401 4 1% 

Serv-

er 

22 7 937 136 15% 

Desk-

top 

18 10 1147 1 0,1% 

 

Results presented in Table 1 proved that the use of IRIS greatly reduced the num-

ber of necessary IDP signatures for a particular infrastructure. The main reason 

for this is the correlation of identified vulnerabilities using TVA techniques, along 

with the construction of the respective attack and response paths. Before the use 

of IRIS, in this particular infrastructure, the entire set of Snort signatures for the 

services running on this infrastructure was activated, in order to detect malicious 

traffic on those services.  
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In the tests performed, Nessus was the main tool for the collection of vulner-

ability information. The underlying security infrastructure of the organization 

(e.g. network separation, firewalls and IDP systems) greatly affected the scanning 

results. In other words, there were particular systems where Nessus could not 

discover any potential vulnerability in order to allow IRIS constructing attack 

and response paths. This is explained by the fact that the security mechanisms in 

place were agnostic to the scanning tool during the VA process. The presence of a 

properly configured security mechanism, such as a firewall, significantly reduced 

the possibility of a security incident on the limited set of permitted services. The 

latter is more obvious on the server and desktop subnets as presented in Table 1. 

Finally, we also observed that the minimal set of IRIS-proposed IDP signatures 

also reduced the false positive ratio of IDP signatures dramatically, a fact which 

was not –however- among our evaluation objectives.  

6.2 Users experience 

The functionality of IRIS was also evaluated by twenty security professionals 

of the Greek information security arena, directly related to the security functions 

of their academic, banking, government and private sector organizations. The 

size of those organizations varied from 20 to 15,000 hosts. After the functionality 

evaluation by the experts, we ran a survey to evaluate the major features of IRIS, 

including development and performance issues. The most important findings of 

our survey are presented in Tables 2, 3, 4 and 5. 
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Table 2 – IRIS Interface 

 

Table 3 – IRIS Performance 

 

Table 4 – Overall IRIS Capabilities as an Incident Re-

sponse System 

 

Table 5 – IRIS Capabilities of collection, normaliza-

tion, correlation and scoring of vulnerability, exploit 

and IDP information 

 

The majority of the security professionals responded with a rather positive 

opinion for the IRIS interface, as shown in Table 2, overcoming one of our main 

concerns for the proper presentation of a vast amount of information managed 

by the system. The current version of the system uses a Java client as the inter-

face with the IRIS administrator, which led many of the professionals to propose 

the use of a web interface.  However, and despite the use of Java, the vast majority 

of the professionals commented very positively on the overall performance of the 

system, as shown in Table 3. Moreover, taking into account that virtually all the 

security professionals participated in this survey by executing and evaluating 

IRIS in complex corporate environments (e.g. different security mechanisms and 

policies used, different network bandwidth capabilities) the results on the IRIS 

performance are more than encouraging.  
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Regarding the overall IRIS capabilities as an incident response system, most of 

the security professionals responded positively, as Table 4 shows. Taking into 

account the demographics of our survey (i.e. experience with incident response 

and relative areas, size of organizations, etc.) one could conclude that our pro-

posed system could easily fit within a corporate incident response program. 

 

Finally, regarding the system’s capabilities of collection, normalization, corre-

lation and scoring of vulnerability, exploit and IDP information in the context of 

corporate incident response, the vast majority of the professionals found the 

system very useful, as shown in Table 5. The latter, combined again with the 

demographics of our survey, provides us with confidence that IRIS addresses the 

main issues of incident response with a solid, well-established and structured 

approach. 

7. Conclusions and Future Work 

 

Within our next immediate steps is the development of a role-based access 

control framework, for the Incident Response contacts,  as the latter are defined 

in (Mitropoulos, et. al, 2006), which would contribute to the management aspect 

of incident response. Moreover, we also work towards integrating our system 

with more VA tools and IDP systems (by the time of writing our proposed system 

is compatible with 3 VA tools and 2 IDP systems), while we also develop a Web-

based version to facilitate access from heterogeneous platforms (such as PDAs, 

netbooks, mobile phones, etc).  

 

Moreover, we are also considering adding a series of new functions to our sys-

tem, using the Common Platform Enumeration (CPE, 2009), the Common Weak-

nesses Enumeration (CWE, 2009), the Common Configuration Enumeration (CCE, 

2009) and the Common Attack Pattern Enumeration and Classification (CAPEC, 

2009) which provide large and structured sets of measurable security data. The 

latter is expected to extend the IRIS applicability to the application security area. 
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